Cyborg Categorization: The Salvation of Search?





In the last year there has been an explosion of categorization companies.  When a group at Schwab did an early look at categorization companies two years ago, the choice was largely Autonomy or Semio.  Now we have products from Verity, Inxight, TopicalNet, Mohomine, Simile, H5Technologies, Metagger, Applied Semantics, Sageware, SmartLogik, GammaSite, Quiver, and Purple Yogi to evaluate.





Two things are clear from this large and growing list.  First, there is a wide spread realization that traditional approaches to search need something - and one overwhelming need was the ability to categorize the 100’s of thousands of documents showing up in overstuffed Internet and Intranet sites and bloated search results lists.  The second conclusion is that either all the conventional company names have been taken or there is something about this product space that brings forth the whimsical in naming your company.  





In this article, we will take a look at what auto-categorization is, what it can offer for a corporate Intranet, and what is the best way to implement a mix of human and auto categorization.  We will also offer some early lessons on what to look for that we learned in our evaluation.  Finally, we will offer our conclusion as  to the best of the funny name contest that seems to be going on in the field





.The need for categorization is evident in a variety of ways, from anecdotes of frustrated users to research papers like the one from Forrester subtitled, Must Search Stink?  Search is failing to deliver – either the right set of documents (all the relevant ones and no more) or the answer the user was attempting to find.  





A growing consensus has been forming around the idea that what is needed is a taxonomy to add  structure and intelligence to the huge collections of unstructured content.  This means developing a categorization schema and then categorizing that huge store of documents both before and after a search was initiated.





However, it can be very costly to have a large team of humans do that categorization.  At this point, companies started to look more closely at software that can lower the cost and labor to develop taxonomies; auto-categorization and/or hybrid automatic and human categorization.





According to one vendor, the situation a couple of years ago was that you bought a search engine and got some limited built-in categorization functionality, but now they are seeing the reverse, customers want the categorization component and vendors throw in a search foundation.





Auto-categorization: From news feeds to Corporate Intranets





The first generation of companies to try to enhance search by adding auto-categorization have had limited success.   Their first market was  news and content providers.  In this limited arena, there were three factors that enabled auto-categorization to function reasonably well.  First, the content was of a fairly uniform size and structure. Second, the content was written by professionals.  Third, there was present either a fairly easy to generate controlled vocabulary of terms or else, the subject was general enough that no specialized vocabulary was needed.





However, once these first generation auto-categorizers were applied to other unstructured content, for example, an enterprise intranet, the results were less than optimal.  On a corporate intranet the range of document sizes can go from a three line description of a new idea to a 200 page pdf on new regulatory requirements.  It is difficult enough to rate the relevance of two such documents in a search, but trying to build categories on the basis of such wildly varying sizes is even more difficult.





Also, corporate intranet content can be written by editors, writers, business experts, legal experts, programmers, web developers, and so on.  This means a wide range of skill levels and a wide range of writing styles and structures.  Some auto-categorization products can make inferences based on structure, but when faced with the bewildering variety of structure and idiosyncratic use of structural elements, the results are again disappointing.





Finally, intranets not only have specialized vocabularies which can include the heavy use of acronyms and other jargon, but they have a wide variety of them, all co-existing in a Tower of Babel harmony.  In some cases the different vocabulary dimensions can simply exist side by side, but often there are areas of overlap where term x in a fairly standard HR vocabulary refers to term y in a customer facing How-To.  





The dramatic increase in complexity in a corporate intranet over news feeds and other uniform content doesn’t necessarily mean that auto-categorization can’t be applied, but it does mean that there will be more set up, more customization, and more human involvement.





Approaches to Auto-categorization





Typically there are three approaches to auto-categorization, rules-based, catalog by example, and statistical clustering.  One trend is to combine two or more approaches along with more support for the human component.  





Rules based categorization is essentially sets of IF-THEN rules established by human editors, information architects, or subject matter experts.  Rules based categorization is rapidly becoming a component of all products.  Verity’s Intelligent Classifier and Inktomi’s CCE are examples of this approach.





Catalog by example uses training sets to teach the program to recognize whether or not a document belongs to a particular category.  These training sets are selected by humans. The software finds patterns within a “bag of words” that define that category.  Examples of this approach are Mohomine’s MohoClassifier, Inxight’s Categorizer, and Autonomy.  





Statistical clustering, using co-occurrence of terms or neural networks, finds clumps or clusters of more closely related documents and assigns them to a category.  This is really the only truly automatic classification approach since rules and training sets must first be set up by humans.  However, it can be employed in conjunction with human editors and/or pre-existing taxonomies (and the results are usually better if it is).  Examples in this area are Semio, Autonomy, and Mohomine.





A variation and an advance on a catalog by example method  is a technology called SVM (Support Vector Machines) which use machine learning.  The combination of a more sophisticated representation of the relationships between words and documents combined with an ability to learn seems, according to the latest research, to yield results that are fast and accurate.  Verity and GammaSite use this approach





Recently, a couple of companies have been offering a new alternative to aid in the creation of an initial taxonomy.  They are providing a rich context of documents and/or meanings, that is, they are starting with predefined world knowledge, rather than a blank slate.  For example, TopicalNet developed a complete starting taxonomy by using the Internet as a training set.  Applied Semantics has built a 1.2 million term hierarchical representation of world knowledge.   H5Technologies developed a 400,000 word categorized vocabulary which against which it matches terms from a document and produces a bar code of categories.





The trend toward more human-like methods (machine learning and the use of world knowledge)  reminds me of the early days of AI, when it was often claimed that all you needed was massive speed or a flexible learning approach like neural networks and a computer could intelligently interact with the world without having a rich set of contexts that constitute world knowledge.





Its still early, but my feeling is that these approaches will ultimately succeed better than simple statistical clustering or catalog by example.  Another thing that strikes me about these new approaches is the massive scale that you need to succeed.  An indication of how much world knowledge we all bring to every human task.





However, if the question is, are any of these approaches sufficient by themselves, the answer is clearly, no.


The real question is what is the best way to combine them with each other and with the one necessary component, the human component.  Before we look at how these existing products combine approaches, let’s take a look at strengths and weaknesses of automatic and human categorization.





Automatic vs. Humanatic Categorization





Well, OK, Humanatic isn't a real word as my spell checker keeps telling me, but it should be.  





The standard answer to human vs. auto-categorization is that humans are precise but slower and more expensive and auto-categorization is fast and scaleable, but imprecise especially in terms of relevancy.  It’s more complicated than that, but for a generalization its not bad.





I’ve argued elsewhere that knowledge architecture is information architecture plus intellectual, personal, and social contexts.  When it comes to categorization, humans bring their knowledge of these contexts to the task, that is, they can and do base decisions on contexts outside the information in the document.  They can, at a glance, understand subtle conceptual nuances that escape a program.  They can also bring to bear an understanding  of the context of the document – the purpose of the document, related ideas from other documents not present, what similar documents are used for and what that implies for the purpose of this one, and so on.





Humans are definitely not as consistent as machines, but they do a much better job than machines in assigning documents to the right general category.  Even if humans make mistakes, they tend to be mistakes that are understandable by other humans whereas automatic categorizers can and do make mistakes that no one can understand.  This might not seem important until you factor in such things as user acceptance.  If users lose confidence in the a browse facility it will be hard to regain that confidence, and humans remember odd, inexplicable events much more strongly than wrong but understandable events.





So, even with the caveat cited above, it is safe to say that humans do produce higher quality categorization.  Categorization that is more accurate and contains richer, multiple contexts of related content.





On the other side of the equation is time and cost.  There is no doubt that computers are faster than humans when it comes to most things, and categorization is no exception.  In evaluating the costs, however, the situation is more complex.  First, even in relation to time, you need to factor in the user’s time.  For example, if you use 3 human categorizers for 40 hours at $80 an hour, you have a cost of $9,600.  Let’s say on the other side, you have an auto-categorization product that cuts the human effort to ½ person for 4 hours for a cost of $160.  Quite a saving even if you throw in a total software cost of $200,000 spread over a two year period of about $2,000 a week.  





 However, if the quality of the end result is significantly poorer, the cost goes way up.   So, let’s take a very conservative hypothetical.  We have 20,000 users who take 60 seconds longer on average to find information using the auto-generated taxonomy (spread out over a week’s worth of user sessions).  Suddenly the cheap solution has cost the company $26,667.  Also, this doesn’t count the cost of not finding information, a cost that can be significantly higher but is very hard to quantify.





At best, it is an open question of whether human categorizers or auto-categorization is cheaper.  As noted, there is no doubt that auto-categorization is faster.  And this has been a major selling point for automatic categorization vendors.  However, the cost debate betrays the influence of the first (and still the best) market for auto categorization - news or content providers who must process 1000’s of stories or 10,000's of web pages a day.  





On a corporate Intranet, the situation is different and so the cost equation is different.  Your customers are part of your company and you can't pass on the cost.  What impacts your customers, impacts your bottom line, so unless your various departments or enterprises are virtually at war with each other, it makes no sense for your information architect team to pass on its costs to the sales force or corporate support.








The real question is, "How do you build your cyborg?"





There seems to be a growing consensus that its neither automatic nor humanatic categorization that is the answer.  So the question becomes, what is the best way to merge the two?  





To build our cyborg, let’s look at four distinct, but not separate, phases of taxonomies.  Phase 1 is setting up the initial taxonomy.  This is the phase that is most dependent on human intervention.  Phase 2 is refining the taxonomy.  This too is an area in which human participation is essential.  Phase 3 is maintaining the taxonomy by categorizing new material, creating new categories, or refining existing categories.  This is the phase that has typically been where automatic classifiers shine.  Finally, there is a Phase 4, which is often overlooked, which is the application of the taxonomy through such activities as presenting users with an integrated browse and search facility, clustering search results by topic, and providing rich contexts of significant related topics.  This is the phase that counts the most.





Phase 1: Initial Taxonomy





An initial taxonomy is normally something that starts with humans.  It is possible, however, with some products, to have a program take an initial set of documents and cluster the documents into groups based on statistical or vector space analysis.  However, even if you start with a machine generated taxonomy, the results will need heavy human refinement before it begins to make sense to a human.





Machine generated taxonomies have some very obvious drawbacks, unless your content is very uniform in size, writing, use of vocabulary, and is either restricted to one topic or is very general in nature.  The big drawback is that a machine generated taxonomy doesn’t include the existing contexts that a human information architect would build into the taxonomy.  





For example, on a corporate intranet, knowing which department created the document and who their audience was is something that will impact the categorization of their documents.  The only way a machine generated taxonomy could find that structure is if there were identifiable statistical patterns in their vocabulary that clustered just right.  There is also the case where you have a small set of documents that wouldn’t be generated statistically, but which a human knows are an important category of information for the company.





However, that is not to say that these taxonomy builders are not useful.  They can be applied at lower levels in a taxonomy, providing guidance and some rough initial categorization of those lower levels.





Unless you have absolutely no idea where to start (and if that’s true, I have to wonder who it is that is claiming to be able to create a taxonomy), or you simply want to try an experiment in serendipitous discovery, starting with a machine generated taxonomy is probably not a good idea.





So what are the typical human activities and how can those activities be supported?  The first step is normally to set a high level taxonomy, for example, 7-12 categories, and to select documents that fit into each category.  Once this is done, you can either create rules such as anything that is in this set of url’s is a member of the category, or select a set of documents that are representative of the category which will be used as a training set.





Training sets can be as small at 10 documents according to some companies or you might need a few hundred for each category to get good results.  Rules can be as simple as a set of url’s and their links or a complex as a 200 term stored query.  In addition, rules  can be based on meta data with some products.  This was a significant factor for us since we were instituting a meta data initiative and wanted to leverage it.





We also came to the conclusion that there is one essential feature of any software that is designed to help humans develop an initial taxonomy, it must be a white box.  We felt that the ability to understand why documents were being categorized the way they were and the ability to change the outcomes was fundamental.  And simply selecting other documents for the training sets, even including negative training, was not enough.  


  


Phase 2 - Refining the Taxonomy





This is the phase where your information architects will spend much of their time and where usability as well as the features of categorization software becomes important.





Some things we would like to see software support in this phase include category or taxonomy building at the second and/or third level.  This should include a good, easy to use user interface to allow an information architect to try different rules or different sets of documents and quickly see the results.  The software should also be able to make suggestions such as alternate categories or keywords for individual documents or for the category as a whole.





In some cases, it could have the ability to write meta data to your documents based on its analysis - with human monitoring of course.  The meta data should be editable by information architects who should also be responsible for selecting which meta data gets created and saved, although system meta data fields that are automatically generated are a plus as long as we can add to the set.





Another feature that I would put in this phase, although it is normally presented as a component of search results, is automatic summarization.  





Automatic summarization typically takes important sentences or phrases and builds a summary out of them.  For example, the first sentence of the first content paragraph is almost always included as well as the last sentence of the first paragraph.  In addition, paragraphs in which the search term appears are often included.





Automatic summarization can be somewhat useful in presenting search results and it is certainly better than just a snippet of the first 200 characters, but to really give a good idea of what is in a document, you need more than 1 or 2 sentences and if you give users full paragraphs (or 2) for each result, it can become unwieldy pretty quickly.





However, a good automatic summary that is presented to an information architect to aid in the categorization process can add a great deal of value.  In many cases, it can provide enough to either quickly check on the appropriateness of an automatic categorization, or to be assigned a preliminary category which can be tested by the software for semantic distance from the rest of the documents in that category.


 


We will have to wait for a real summary, that is, a summary that is a paraphrase, not just selected sentences.  A good interim solution for corporate intranets is to have humans enter a short 1-2 line description of a page or document and put it in a description meta tag.  This will then appear in the search results list.  Larger summaries or abstracts could be generated and stored in a summary or abstract meta data field by the authors or subject matter experts.  





Another feature that can be very valuable in this phase is work flow.  In our preliminary evaluation of vendors, we found one that was particularly good at work flow and they supported a distributed model of categorization that was particularly compelling.  Having a good work flow capability built into your software can enable a  more flexible approach to categorization that can distribute the task between some central information architects and a variety of subject matter experts who can provide initial categorization.  





One thing I like about this approach is that rather than look for more ways to replace human efforts, it looks for more ways to support and enhance the human effort.  It can also provide for some collaborative filtering applied before presenting the results to users. Some products we saw not only supported collaborative categorization, they supported ranking documents as the best of the category so they would always appear at the top of a search list. 





A final item on my wish list, is a facility to present the relationships among documents and terms and keywords not only textually, but in a variety of visual modes as well.  An example would be a hyperbolic tree that could visually present a document by presenting the words and weights that the automatic categorizer used to categorize the document.  Another example would be to visually present the semantic relationships among terms in the document and between those terms and a semantic framework.





Third Phase - Maintaining the Taxonomy





This is typically where auto-categorization vendors focused their efforts.  They are particularly useful for categorizing large number of similar documents and/or categorizing massive amounts of web pages for a content aggregator.  However, once again, the situation is different for intranets.  The bad news is that you have highly disparate content coming in each day, including short updates to html pages, whole word documents of 200 pages, a spreadsheet or two and so on.  The good news is that humans are already working on those documents and you not only know who they are, they work for the same company as you.





What this means is that the economic equation is skewed toward more human involvement, especially if it can be intelligently supported within an existing work flow.   A human author that is supported by an existing taxonomy and writing from a particular department or group web site for a particular audience already has most of the context they will need to provide, at the very least, reasonable first categorization of their own documents.  In many cases, they will provide a categorization that will be perfectly suited to their audience.





However, there are still multiple roles for categorization software.  For example, An auto-categorization feature could suggest both keywords and an initial categorization for new or changed content.  This would be especially valuable if you combined it with a noun phrase extraction facility and the whole thing took place within a controlled vocabulary.





The categorization function needs to be able to support suggesting a provisional categorization and passing it to a human editor or information architect for review.  On the other hand, the software needs to also support humans suggesting a category and running it through an automatic checker which could flag it if there was something that didn't seem to fit.  The software should also be able to learn, that is, get better at suggesting or checking categorization based on its human tutor.





As in the refining the taxonomy phase, a distributed work flow model may very well be the best overall method for corporate intranets.  This a particularly true if you are using a content management system and the categorization piece can be integrated with it.  For example, we are using Interwoven and part of the normal publishing process is to check to see if a document needs new or changed meta data.  If so, there is software that can be integrated into the process that will suggest values for some fields like keywords.  





Phase 4 - Apply the Taxonomy





This is an area that has gotten little attention until lately, but it is the most important phase and where the real value of categorization, whether automatic, humanatic, or cyborgian, will be realized. 





There are a variety of ways in which categorization and search can and should be integrated.  As in the other three phases, finding the right balance of automatic and human categorization will be the primary challenge.





The first integration point involves setting up a browse and search facility a la Yahoo.  This should provide for drilling down into categories and doing a qualified search at any level.  In addition, when users search, the results list should display category information and/or list results by category and allow new browsing from those results.  





In addition to this basic integration point, there are two other areas in which categorization can be utilized.  The first is software that can cluster or categorize in real time.  Straight out of the box, these kinds of clusters can sometimes be useful, but rarely are they consistently useful.  Instead of just statistical clusters of co-occurring terms, it works better if you have results categorized by high level category, including designated best bets, plus clustering around a controlled vocabulary.





The second area of integration involves using categorization to support collaborative filtering.  The auto-categorization piece needs to be notified of the results of monitoring search requests, tracking how long people send on search, which avenues they try (what is the balance between browse and search), what results are selected as hits within each category, and so on.  The software then learns from this user behavior and uses that knowledge to improve its category suggestions.  This feedback loop can also be used to develop better and richer sets of related categories that can be offered as options for browsing from search results.





Lessons Learned





We are still in the process of evaluating auto-categorization and other search retrieval technologies, but a number of lessons have already been noted.





First, Out of the Box? (Out of Your Mind!)





While there have been very significant new developments in the auto-categorization area, the whole space is still young.  No one software has everything and at this point the integration issues are far from trivial.  Practically what this means is that you will have to customize your solution if you're going to put it on a corporate intranet with their varied content and specialized vocabularies.





Second, Needs to Learn to Play Well with Others.  





Auto-categorization should be able to be integrated over the four phases of taxonomy building discussed above and integrated with other software, particularly, search, content management, and statistics of browse/search behavior including both explicit and implicit collaborative filtering.





Third, Cyborg Brain Surgery for Fun and Profit.





Cyborg categorization is better than either auto-categorization or human categorization but a cyborg on which you can't perform brain surgery is only half a cyborg.  In other words, the automatic component of your categorization solution should be a white box that can be tuned with more than simply selecting training sets.  And your brain needs to be able to learn.  





Fourth, The World Revolves Around You.  





The current trend toward providing a large framework of world knowledge, whether in the form of a semantic or subject matter framework or using the entire Internet as a training set, is a major addition to categorization.  It is on a par with machine learning and both work because they add new and rich contexts to what used to be a simple statistically generated bag of words.





Fifth, Quality Counts and Size Matters (but not as much as you think).





My initial take on the importance of this was that it wasn’t - important that is.  Claims that one product could achieve 75% precision, for example, and that this new one could achieve 80% or even 85% were not very compelling. Similarly, the size of training sets and the claim that one product needed 50-100 documents and another only needed 5, didn’t seem compelling.





However, particularly in a distributed work flow environment where you have untrained or partially trained authors categorizing their content, then the quality of the automatic or machine based categorization can be significant but not as significant as features like ease of use, integration with human categorization, and the ability to edit and change things like the balance between precision and recall.  





Six, Let a Hundred Flowers Bloom.





Distributed work flow that is integrated with a content management system is the best answer for how to support human categorization.  Authors working on their documents providing an initial categorization aided by a machine generated suggestion or machine review distribute the cost and effort in a way that is manageable and takes into account the strengths of both machine and human.  Add to that a central repository where a final human review can be made and your system is complete.  This central group should maintain the repository and be the source of categorization training for authors (or flowers or whatever you want to call them).





Seven, The End.





Finally, remember categorization is not an end in itself.  No matter how sophisticated the algorithm, no matter how big the training sets, no matter how much world knowledge is brought to bear, and no matter how well your librarians and information architects like it, the real value of categorization is to enhance the experience of users by supporting all forms of search behaviors and knowledge discovery.





And the winner (of the funny name contest) is, Purple Yogi.  Runner up - Mohomine.  





